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1 Introduction

During the evolution of type Ia supernovae, countless forces and interactions between gases,
particles and the surrounding environment occur. This incredibly complex simulation is even
a daunting task for the most powerful computers. The goal of my research is to utilize the
language CudaFORTRAN to harness the power of GPU based supercomputing to accelerate
these simulations. While this is certainly not an overnight project, there are several portions
of the simulation coding that are extremely costly from a computation time standpoint.

2 Piecewise Parabolic Method

The most computationally expensive portion of the code occurs during use the piecewise
parabolic method. The piecewise parabolic method (PPM) is essentially a higher order
extension of Godunov’s method. Before examining the PPM, an understanding of the back-
ground from which it is derived from is necessary. In computational fluid dynamics, hydro-
dynamics and numerical analysis, the Godunov method has been one of the most widely used
techniques in solving partial differential equations. Published by Sergei K. Godunov in his
doctoral dissertation titled ”A Difference Scheme for Numerical Solution of Discontinuous
Solution of Hydrodynamic Equations,” Godunov’s method has proven to be invaluable to the
field of numerical analysis. In Godunov’s method, the conservative variables of the PDE’s are
considered to be piecewise constant over the mesh cells at each time step. The time evolution
is determined by an exact solution to the Riemann shock tube problem at the boundaries
of each cell. If the solution is known at time t = nδt then the solution at t = (n + 1)δt can
be calculated. The first step is to define a piecewise constant approximation of the solution
at . This approximation corresponds to a finite volume method representation where the
discrete values represent the averages of the state variables over the cells in question. Once
this approximation has been taken, the solution of the local Riemann shock tube problem
must be calculated at the interfaces between cells. The discontinuities at the cell interfaces
are resolved in a superposition of waves that locally satisfy the conservation equations. Once
the Riemann problems have been solved, the state variables after a time of δt are averaged.
These state variables are obtained after the local Riemann problems between cell interfaces
have been solved. By averaging these variables over each cell, a new piecewise constant ap-
proximation can be defined. This results from the wave propagation during the time interval
. It is important to note that the time interval δt should be small enough to ensure that the
waves emanating from the interfaces between cells do not interact with the waves created at
adjacent cell interfaces. The piecewise parabolic method (from the PROMETHEUS code)
of which we intend to study is derived from the aforementioned technique - essentially it is
a higher order extension. The FLASH code implements the Direct Eulerian version of the
PPM. PPM improves on the original Godunov’s method by representing the flow variables
with piecewise parabolic functions. One of the other improvements implemented in the PPM
is the use of a monotonicity constraint. This constraint is similar to the MUSCL scheme,
introduced by Bram van Leer in 1979, and does a better job of controlling oscillations and
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overshoots near discontinuities than artificial viscosity as used in Godunov’s method. This
leads to the PPM being considerably more accurate(second order, with the possibility of
maturing into third order accuracy) and efficient in both space and time than other second
order algorithms used in hydrodynamics.

2.1 Riemann Shock Tube Problem

The portion of the piecewise parabolic method that I have focused on this semester is the
Riemann Shock Tube Problem. This type of problem consists of a single conservation law
coupled with piecewise constant data that has a single discontinuity. The purpose of my
research is not to re-invent the Riemann solver, merely accelerate it so the theory behind
the solver will not be discussed here.

3 CudaFORTRAN

Since the FLASH simulation code is written in Fortran90, in order to avoid completely re-
writing the code into C I was forced to use the GPU programming language CudaFORTRAN
that is a mix of the C-derivative GPU language CUDA and standard Fortran90.

3.1 Implementation

The majority of FLASH has been fine tuned and automated by the hundreds of doctoral
astronomers that have developed it, making file and linkage dependencies a very delicate
matter. In order to begin using CudaFORTRAN several libraries and compilers need to
be linked to the FLASH code. The data calculated, imported and used throughout the
simulations is done through HDF5. The code itself is executed through Openmpi, a parallel
message passing interface tool. In order to incorporate CudaFORTRAN into the FLASH
simulation, several compiler options and flags needed to be changed. HDF5 is compiled and
installed using many pieces of Openmpi, making it extremely dependent on the installation
specifications of Openmpi. To combat this, I had to change the native F77 and F90 compilers
on Openmpi to pgfortran as opposed to the standard gfortran. This required a complete
reinstallation and reconfiguration of Openmpi and likewise, HDF5. Doing this took a good
deal of effort as all of the compiler flags and linking options required by Openmpi are very
difficult to deal with, especially since I am not the one who installed the pgfortran compiler
on the computer I have been using.

Once this had been successfully accomplished the actual coding began. The theory behind
the actual coding was very simple. The Riemann solver that was already part of the FLASH
code was broken into several array-type operations, making it ideal for parallelization and
hardware acceleration. This portion of the code was placed in the kernel that runs on the
GPU. Since all of the arrays are one dimensional, the integer index ( think of how arrays work:
x[i]= some operation) can be assigned a unique thread ID, making all of the non-dependent
calculations execute simultaneously - which is where the acceleration really occurs.

3



4 Current Progress

Currently, the routine has been completely re-written into CudaFORTRAN. We are however,
experiencing several hardware/memory issues that are preventing us from simulating the
code and examining the results for acceleration and the required accuracy. When executing
the code we are receiving Openmpi segmentation fault errors. Upon close inspection we have
determined that Openmpi is not the cause of the issue. At this time we are still unsure as
to what is causing this error and hope to hash it out over the winter. Our suspicion is that
it may be a result of the allocation/deallocation of the elements on the GPU device. Since
the exact amount of data that is to be farmed to the GPU is unknown until runtime, it is
very possible that we are oversaturating the GPU and sending too much data to it. This is
very difficult to debug and is merely a guess at the moment.
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