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1 Abstract

As processing power increases at a slower and slower rate, alternative methods to achieve high
performance computing at a reasonable cost must be explored. My research this semester
has dealt exclusively with Graphics Processing Unit(GPU) based computing in CUDA and
OpenCL. OpenCL is a groundbreaking, hardware and device independent language that
was released with the Snow Leopard operating system in September 2009. It allows for
the programming of G. CUDA was the first language with C extensions to allow for the
programming GPUs that support the language (currently, most do). The goal of my research
was to determine which of these languages provides the most effective way of calculating a
very mathematically intensive formula: the Teukolsky equation. The Teukolsky equation
will be explained in much more detail later in this article. All figures will be attached in the
appendix for reference.

2 The Science of Gravitational Waves

Before diving headfirst into the science of gravitational waves, a brief introduction to them
is necessary.

In Einsteins general theory of relativity, he proved that gravity is a consequence of the
curvature of spacetime. Another important finding in this is that mass has the ability to
alter the curvature of spacetime. Our sun, compared to the earth is quite massive. On the
surface of the sun, hydrogen is being converted to helium by means of nuclear fusion. While
the sun is composed almost entirely of hydrogen, the total amount of hydrogen on the sun
is finite meaning it will eventually run out.

For the most part (at least for the purpose of this explanation) the sun remains relatively
the same size. Gravity keeps the sun together despite of all the energy it is releasing. So, it
is safe to say that the force the sun exhibits outward through nuclear fusion is cancelled out
by the force of gravity (keeping it the same size). To clarify: the sun attempts to completely
explode and gravity holds it together, all due to the mass of the sun.

But lets jump a billion years into the future, when the sun is beginning to run out of
hydrogen. Since the law of conservation of matter applies (matter can be neither created
nor destroyed) the sun wont actually lose any mass. But as the sun begins to run out of
hydrogen, the amount of force the sun produces away from it self as a result of nuclear fusion
begins to lessen. The amount of force inward does not change, as the sun still has the same
mass. But now, since the amount of inward force is greater than the amount of outward
force on the sun, gravity will actually begin to compact the sun. Very similar to pushing the
leaves down in a leaf bag when the bag looks full.

In accordance with Einsteins theory of relativity, the force due to gravity is greatest at
the center of the massive object. As one gets further from the center, the force due to gravity
lessens.

Now, back to our futuristic sun. As the sun creates less and less outward force, gravity
will begin to compact the sun more and more. Since the suns mass is not changing, the

2



Justin McKennon
Mth 499

gravity close to the sun becomes stronger and stronger. As the gravity close to the sun
becomes stronger, it will begin to actually slow the propagation of light causing what is
known as a red shift.

As time progresses, the force outward will continue to decrease and the force due to gravity
will continue to compact the sun further and further. Eventually the sun will compact to
the point where we can begin to examine the sun on an atomic level. In the nucleus of an
atom, there exist protons, neutrons, and electrons. The neutron being the most massive of
the three. Both protons and electrons can exist on their own, but a neutron will decay if it is
left on its own. When a neutron decays, it decays into a proton, an electron, and several sub
atomic particles. This process is known as beta decay. This process also works in reverse.
If a proton and an electron are pushed together with enough force, the two will become one
neutron.

As gravity compacts the sun further and further as the outward force created by the sun
becomes less and less, the red shift will become greater and greater. The sun will appear to
become darker and darker as the propagation of light becomes slower and slower.

Lets jump a head a little bit. The force due to gravity has now compacted the sun to the
point where it is a single point in space a singularity. The nuclei of the atoms on the sun
have been compacted to the point where all the electrons and protons on the sun have been
pushed together with enough force to make the sun completely composed of neutrons. Since
the sun has lost no mass (the mass of a neutron is considerably larger than a proton), the
force due to gravity near the sun is immense. The power of this force is so much, that not
even light can escape. The photons light carrying particles are being physically re directed
towards the center of the sun. This is effectively what is known as a black hole. The force
due to gravity is so powerful that nothing can escape, including light.

Very little is known about black holes (since no one has ever experienced one). But it is
known that there are massive black holes at the center of galaxies throughout the universe.
Many of these black holes emit radiation and have profound influences on the environment
surrounding them. Using these facts, scientists are able to infer the locations of black holes,
but not directly observe them (think: spacetime is severely distorted in regions near black
holes).

It is also known that planets travel in an elliptical pattern. How elliptical this orbit
is is called the eccentricity of the planets orbit. This phenomena is what leads me to the
beginning of my project.

When a particle orbits a black hole (or really any object), the elliptical orbit causes the
particle to be closer to the center of the black hole at certain points than at others. Since
the force due to gravity around a black hole is so high, when the particle orbits close to the
black hole, some of the energy of the particle is lost due to the friction between the particle
and the force due to gravity. Over time, if the particle continues to lose bits and pieces of
its orbital energy, the radius of the particle’s orbit will decrease. As the radius decreases,
the particle will be under the influence of a stronger and stronger force due to gravity and
lose more and more energy, eventually being completely enveloped by the black hole. The
point at which the force due to gravity around the black hole is so powerful that nothing

3



Justin McKennon
Mth 499

(not even light) can escape is at a distance known as the Schwarzschild Radius.
The process of this enveloping of the particle is called an extreme mass ratio inspiral or

EMRI due to the immense mass of the black hole in comparison to the particle that was
orbiting it. When the particle becomes completely enveloped by the black hole it has been
proven that gravitational waves will be emitted (think of the law of conservation of energy-
the energy of the particle doesnt just disappear). These gravitational waves travel outwards
from the black hole, much like ripples in a pond. These waves are of diminishing strength,
but travel forever.

Until recently, we have not had the technology to measure these gravitational waves. The
Laser Interferometer Space Antenna project (LISA) aims to change this. By being able to
study these waves, scientists will be able to thoroughly test the theory of relativity and gain
valuable information about far off galaxies and the origins of the universe.

3 The Teukolsky Equation

The Teukolsky equation was derived by Dr. Saul Teukolsky of Cornell University, in 1972.
It is a linear wave equation in Kerr spacetime geometry (where the black hole is rotating
instead of stationary) in which the small particle that orbits the black hole acts as the source
of the gravitational waves (ripples in spacetime). In order to numerically model the EMRI
of a particle, one must solve the inhomogeneous in the time domain.

The Teukolsky Equation is : −[ r
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On the right hand side of this equation, sits the capital letter ”T.” Letter is the portion

of the Teukolsky equation of interest in my research. It is known as the source term and
takes up roughly 99 percent of the computing time associated with the Teukolsky equation.
It is a 4000 term calculation in which each term calls upon the values of other terms making
serial computation of the source term very inefficient. For sake of space, I will not post the
source term here.

4 Implementation

4.1 OpenCL

Unlike most programming languages, memory handling in OpenCL is not done by the com-
piler. Buffers are allocated by the designer and the parallelization is done by the OpenCL
runtime environment when the desired data is passed to a kernel, separate from the main of
the program

In the main function of the program, I declared pointers of type float for all the elements
that I will be passing to the function that passes values to the OpenCL kernel. I dynamically
allocated memory via the malloc command for the two input arrays and the two output

4



Justin McKennon
Mth 499

arrays. I then pass the four arrays by reference to the function that executes the required
steps to allow for kernel execution.

Upon entering the runCL function, I used various pragmas to organize the function. The
first pragma is titled ”Main OpenCL Routine” and in it I create the OpenCL program,
kernel, command queue, context, device ID and memory buffers. These allocations make up
the backbone of OpenCL and are required for the kernel to even launch.

In the next pragma, titled ”Device Information” the program attempts to locate the
devices that the kernel can be launched on (i.e. CPU, GPU etc). From there, the program
enters the next pragma, titled ”Context and Command Queue.” This pragma creates the
context and command queue on the device. The next pragma, titled ”Program and Kernel
Creation,” does just that. The source of the kernel (since it exists in an entirely different
scope) is loaded, and the program checks to make sure that it actually exists. The following
pragma is the most important one. It deals with the delicate, explicit memory allocation.
In the pragma, I create buffers for each array, and enqueue write buffers to write the data to
the kernel. This write is not a ”permanent write” as the kernel still has not been compiled
(a weird part of OpenCL, as the kernel is not compiled until it is time to jump into it
for the calculation). In the next pragma, titled ”Kernel Arguments,” the program sets the
arguments for the kernel. The final pragma, aside from the teardown, dynamically builds
and executes the kernel.

The kernel does the actual calculation of the Teukolsky source term, and returns the
values back to the main in which they are printed out.

5 CUDA

This section will be particularly brief, as the majority of the methods used in the CUDA
implementation are parallel to the methods used in the OpenCL implementation. The only
real difference between the CUDA implementation and the OpenCL implementation, aside
from syntax, is the declaration of the dimension of the grid. I chose 16,16 for the dimensions
of the grid. In my previous research, I determined that this size produced the most efficient
results.

6 Results

7 Challenges

Throughout the design of both programs, a number of hills had to be climbed.

7.1 OpenCL

Since OpenCL is barely three months old, documentation on the language is scarce. Syntax
errors became significant issues as there were really no complete programs from which to
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reference proper coding technique. We alleviated this issue by hundreds of rounds of trial
and error until we got the results we were looking for.

One of the most difficult pieces of the entire project was the manner in which we had to
handle the scope of the OpenCL project. In CUDA, one can invoke the printf statement to
check the functionality of the program. When running the kernel on the GPU in OpenCL, the
kernel exists in an entirely different scope than the main function. This prevents the inclusion
of any header files, libraries, user defined data types etc. Printf statements are illegal in this
scope and cannot be used, making debugging incredibly difficult. While not being able to use
printf statements and other standard debugging techniques is an inconvenience, the inability
to include libraries and header files had a much deeper impact on our project. Because
complex arithmetic has to be explicitly done (not included in the cstdlib) we had previously
been using operator overloading to accomplish this. In CUDA, we had previously used the
same technique. In order to accomplish this, we took the Teukolsky source term and input it
into maple to separate its real and imaginary portions. It took maple 8 tries to do this. The
first seven times, the PC we were running maple on crashed due to the extreme intensity of
this mathematical operation. The 8th time, the PC did not crash and ran for 53 consecutive
hours on this project. The 4000 term source term became a 1 million plus term source term.
The complexity of the source term became so overwhelming that any sort of performance
gain we were hoping to see would be eliminated due to this. We were forced to set the spin
of the black hole to zero, making it a Schwarzschild black hole as opposed to a Kerr black
hole. This technique allowed for maple to sort the source term into its real and imaginary
components in only 48 hours and allowed us to obtain the source term in the form that we
used in our final product.
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