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1 Introduction

When we started off this semester our goal was to show whether or not the
stream of data from different hardware random number generators was quan-
tifiably random. Typically industry devices are tested against the Dieharder
suite of tests. This suite is considered to be extremely inclusive, and the last
word in whether or not your data is random. While this is all well and good,
the claim that you are delivering ”high quality random data” being based on
three gigabytes of data run through a test which gives you a pass/fail answer
tends to sound a little suspect.

What we ended up doing was coding up several tests, exploring graphing
techniques, and exploring ways of numerically and visually representing the
quality of a data set, rather than returning a yes, or no. Most of the tech-
niques you see in use can return a false positive, and it would go unnoticed
without looking at the actual data. To wit, an overview of the evolution of
our visualization technique follows.

2 Auto-Correlation

Auto-correlation looks for periodicity by correlating sections of a signal, or
some ordered set with itself. The form we used is as follows:

R(k) =

N∑
j=k+1

(xj − µ)(xj−k − µ)

σ ∗N

This in effect gives us the average correlation for sets where we assume the
period might be k. The 95% standard error for a normally distributed dataset
is: 1.96/

√
N If the value jumps above this more than 5% of the time we can

say that we are seeing something periodic in the set.
This was coded in matlab initially, but recoded in fortran with openmp

for speed.

2.1 Early Imaging Results

In the beginning we populated matrices in Matlab using the built in random
number generator. Those familiar with random numbers in general will know
that an algorithm which produces random numbers from a seed is referred
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to as a Psuedo-Random Number Generator. Our early idea was to find
a method of mixing streams of random numbers to ”breed” more random
numbers of at least the same quality, thereby expanding an existing data
set without introducing more high quality entropy. So to test this we used
Matlab’s PRNG to create and mix sets. Using autocorrelation on these sets
gave the following results.

The blue and green lines represent our original set. The black line is then
our initial created et, and the magenta line is our ”bred” set. The dotted
lines are the upper bound for the correlation. If the blue, green, or black
lines cross the top line too frequently, they are considered to be sufficiently
correlated to be called non-random. The magenta line’s bound is the lower
dotted line. This was a convenient method or visualizing the correlation of
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smaller data sets, but as we moved forward and started testing the correlation
of larger sets the limitations soon became apparent.

The bottom scale on these graphs represents the length of the sample
being tested against the rest of the data. The first was ten, this is two
hundred. As we put more and more data points inside of a graphing window,
the data starts to get misrepresented. Looking at this graph you might
conclude that is has a trend towards more periodicity than the previous
graph. You’d be wrong, numerically this graph was 2.3% correlated, and its
partner was 10% correlated.
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With this set maintaining the 2.3%ish correlation, but visually looking
the most correlated, and this is just an artifact of the imaging process. This
whole ordeal culminated in the following graph.
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This data this graph represents is numerically about 2% correlated. But
looking at the graph, knowing that the red line represents a bound which
is crossed a significant amount of times tends to imply periodicity, you’d
have to conclude that it is in fact a massively correlated data set. But no,
just an artifact of how it was imaged. In fact, I attempted to create a real
representation of this data using one massive image, and all I succeeded in
doing was locking up the computational math server for several hours. This
was not what we came here to accomplish.

2.2 The Heatmaps

Graphically representing the results of massive amounts of calculations can
sometimes be a chore. Reading them from left to right in our case was clearly
not going to be an option. But what if we could assign each datapoint a single
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pixel, and then light up those pixels based on whether they crossed the error
bound, or not? In the sets we’re talking about you’d end up with images 1000
- 2000 pixels on a side, or about the resolution of most modern monitors.

This was my first attempt at representing all the data in a heatmap.
Basically it takes all the data points, converts them to 1’s if that value is
over the standard error, and 0 if it isn’t. Then it shoves it all in a 2095x2000
cell matrix. The heatmaps it creates are pretty basic but they represent the
data pretty well. The decay of the autocorrelation results, which is expected
if the data is non periodic, is clearly seen in the decreasing density of the
white points from the top of the heatmap to the bottom. Of the feed back
I got concerning the graphs there were two clear opinions. ”Oh thats nice”
and ”This graph clearly lacks razzamatazz.” Which I can’t really argue with.
I just wanted a simple way to show graphically that, hey, the data is non
periodic. I think I succeeded, and the next couple graphs are a little flashier.
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This is Chris’s interpretation of the heatmap idea. This is a heatmap
where each column is a historgram of a bin of the autocorrelation data,
where a bin is the dim from the autocorr program devided by the requested
width of the heatmap. Here the sample data was 4.19 million, and the width
was 500, so each column represents 8380 samples from the original set. The
decay is evident from the decreasing width of the graph as you go from left
to right. You kind of get a feeling that the distribution is pretty even in
the historgram, even normal, for each as you move again from left to right.
Meaning that, the centersa have the strongest, or highest, count and the
edges the lowest, which is what you expect in a normal distribution.
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This is exactly the same graph as above with a hotter color scheme.
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This is a subplot of all the random datasets that have been completed
so far. The first two are random sets, the third is the exclusive or of these
datasets, and the 4th is just the first autocorrelation I ran on a random
dataset. They are all pretty similar which is about what I’d expect given the
nature of the test, and that they’re all from the same source. And we have
shown previously that when you xor two sets of random data together you
get the same periodicity score or better on the new set.

2.3 Some Examples of Periodic Graphs

The following graphs were generating from data that is periodic. I know it’s
periodic because I made it that way on purpose. I needed to get a sense of
what the graphs would look like if they were stuffed with periodic data. The
benefit to Chris’s method is that its fast. It’s colorful. But, unless you know
what a histogram represents, and what you’re looking at, you don’t get a
good sense of what the information means at a glance. My method is really
slow. Matlab takes forever to load and reinterpret the points, but it has the
benefit of clearly illustrating at a glance how periodic the data is with the
simple statement, ”The more white there is, the more periodic it is”
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This is a graph using my method. More white = more periodic. The
structure is almost incidental. In this case the structure clearly illustrates
the expected decay, but since there is so much of it its clear the data is
periodic. The numerical value for its periodicity is 49%. The data is a table
of windchill values where the WCI is populated by the formula Twc = 35.74+
0.6215Ta− 35.75V 0.16 + 0.4275TaV

0.16 where Twc and Ta are temperatures in
F and TV is mph.
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This is the same windchill data represented using historgrams. When run
through the histrogram binning program you can clearly see we no longer
have a normal distribution with this data. It is heavily weighted towards
the left of the normal with a long tail towards the right, with a periodic
structure seen throughout the historgrams as the graphs move from the left
to the right.
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This graph represents a random sample of 10,000 digits from the first
random set from above, but copied 422 times. This was done to create
a sample that was still somewhat random, but had a definite element of
perodicity to get an idea of what the graphs and data would look like if they
were presented with periodic data, either heavily periodic like the windchill,
or slightly like this data. With this data 46% of the autocorrelation results
ended up over the standard error. So it was expected that 46% of the graph
would be white. Also note the structures. They are visible at any scale
suggesting a fractal like pattern. Also, unlike the random data, its very clear
there is little if any decay as the graph progresses.
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This represents the same data as above. The distribution is heavily
weighted towards the left, creating this graph where all the data is squished
to the top. This is expected given the distribution is not random, but peri-
odic every 10,000 lines. Unlike the above graph it isn’t immediately obvious
that this is periodic. Sure everything is smushed to the top, but it looks like
a normal distribution if you get rid of a couple outliers right?

3 The Runs

The Runs Test is a test of the null hypothesis, that the values in a sample
set fall in some random order. The test is based on the number of runs
of consecutive values above or below some value. Too few runs indicates a
tendency for values to cluster, too many is an indication of values to alternate.
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The test will return a p value indicating the likeliness of the null-hypothesis
being rejected, and a z value, the standard deviation.

• The length a sequence can be expressed as N where N is the number
of numbers below some value, N− and the number over, N+, or N =
N+ +N−

• The mean of a run, µ = 2N+N−
N

+ 1

• The variance of a run, σ2 = 2N+N−(2N+N−−N)
N2(N−1)

= (µ−1)(µ−2)
N−1

When testing runs on binary data sets there was a trend for the results of
the p-score. As the set size increased, the closeness of our data to breaching
the null hypothesis increased. Given our Auto-Correlation results, it would
have seemed that the data was equally random at any set size, but the Runs
test results bring that into question. Here are the test results for samples of
size 104, 105, 106, 107. If h = 1, the null hypothesis fails, if it is 0 there isn’t
proof that it is wrong. Nruns is the number of runs, n1 the number of runs
of 1, n0, 0.

S104

h = 0
p = 0.14907
stats :
nruns : 5073
n1 : 4944
n0 : 5056

S105

h = 0
p = 0.0881
stats :
nruns : 50270
n1 : 49763
n0 : 50237

S106

h = 0
p = 0.453858
stats :
nruns : 499626
n1 : 500021
n0 : 499979

S107

h = 0
p = 0.7351
stats :
nruns :
5000536
n1 : 5001522
n0 : 4998478

While this information is useful as a quick test to see if a sample set would
be random, its doesn’t really return any helpful information. The test as
it is just counts the runs, and the number of each value contained in such
runs. Three values no matter how large the set is. That doesn’t really help
evaluate structure or quality of the random data, it just returns a binary
result, go or no go. Sometimes that’s useful, but we’d like to see the quality
of our data, not just a simple yes/no.
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So we saved the length of each run, in sequence. This graph represents
the length of a run (y) by the number of that run (x). The distribution itself
seems random, and there wasn’t much information about the distribution
and length of the actual runs. It can be supposed that if the data passes the
null hypothesis test, that it is random so the length and magnitude of each
run is irrelevant, but there could be underlying structure, or a correlation
of the runs that might hint towards periodic behavior. Now, the data in
this format is very similar to what we used in the autocorrelation. In fact,
wouldn’t autocorrelating this data give you numerical information on whether
or not the distribution is periodic? Well, yes, it would. We can autocorrelate
the length and distribution of the runs and see if we encounter any periodic
behavior, which would imply a non-random distribution of the runs.
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Numerically we can return a percent of autocorrelation values that fall
above the standard error.

17



Percentage of correlation =
Number of R(k) over STDERR

max t
(1)

If more than 5% of the values are correlated, the set is considered sufficiently
periodic to be called non-random. Also, you typically want the amount of
correlation to decay as the samples get larger, so the tail end of the set will
have less values over the correlation bound than the beginning. This is clearly
seen for the autocorrelation of the runs length and distribution. The first
imaging method shows a decline in the number of correlations, the bottom
makes it clear that the values that cross the error bound are clustered at the
top, and thin towards the bottom. Numerically, this set is 1.2% correlated.
So, it can be said that this set displays no periodicity, and our imaging
methods shows this.

4 Conclusions

The hardware random number generators didnt fail any of our tests, so bassed
on the tests conducted we can not object to the quality of the random data.
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